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Abstract

One plausibly important, but relatively ignored, mechanism for explaining behav-

ior in a variety of economic settings are second-order beliefs� beliefs about other

people's beliefs. Second-order beliefs about gender-speci�c distributions, in particu-

lar, may be important to understanding the mechanisms underlying gender di�erences

in outcomes. In this paper, we develop a methodology to elicit second-order beliefs

about the di�erences between two populations, then apply it to elicit beliefs about

the di�erences between men and women in a lab experiment. We elicit both �rst-

and second-order beliefs about the performance of men and women on a timed math

task and an abstract bargaining task. We �nd that men and women both believe that

men score higher on the math task. Participants' second-order beliefs are distorted�

both men and women believe that men's beliefs favor men more than they actually

do and believe that women's beliefs favor men less than they actually do. First-order

beliefs about bargaining also favor men choosing higher minimum acceptable o�ers in

the Ultimatum game, but second-order beliefs are distorted in the opposite direction.

Our methodology can be easily adapted to measure second-order beliefs about the

di�erences between any two populations in any measurable personal characteristic.

1 Introduction

People's beliefs about other people's beliefs� second-order beliefs� a�ect behavior in a
wide variety of economic settings. Second-order beliefs play a particularly central role
in the way we think about the mechanisms underlying gender di�erences in outcomes.
Consider the gap between men and women studying STEM �elds (Science, Technology,
Engineering, & Mathematics) (Beede et al., 2011). Women who believe that professors
believe women are less capable in those �elds may opt out of STEM majors. Likewise,
women who believe that managers in a particular occupation or industry believe that men
are more productive may choose to not apply for those jobs. To study the role second-order
beliefs may play in determining behavior in labor, education, and other markets, we must
�rst measure them.

In this paper, we present a simple, incentive-compatible methodology to elicit second-
order beliefs about the di�erences between two populations. The belief elicitation proce-
dure involves the elicitation of, �rst, participants' beliefs about the di�erences between the
two population distributions. These are �rst-order beliefs. The second-order belief elici-
tation proceeds intuitively by asking participants to consider what another person would
have chosen in the �rst-order belief elicitation. We implement this methodology in a lab
experiment that elicits beliefs about gender-speci�c distributions.

The generalized belief elicitation procedure can be divided into three stages, which take
place in di�erent sessions of the experiment. The �rst stage measures the actual di�erence
between the performance of the two populations of interest on some task that measures
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a personal characteristic. The second stage measures the �rst-order beliefs about the
di�erences between the two populations on this task. The samples collected in these �rst
two stages are not intended for statistical inference about gender di�erences in performance
on the task. Rather, the separate stages allow the experimenter to (1) pay participants in an
incentive-compatible way and (2) ask participants to report their beliefs about unobserved
participants from the previous stage. The third stage, and the only one in which data is
generated for analysis, elicits both �rst- and second-order beliefs.

We use the Binarized Scoring Rule (BSR) generalized by Hossain and Okui (2013) to
determine the incentive structure for eliciting beliefs in this experiment. The BSR is robust
to all risk preferences for all expected utility maximizers and some non-expected utility
maximizers. Moreover, the BSR provides �exibility to the experimenter in determining
precisely which statistic of the belief distribution to elicit.

In our lab experiment implementing this procedure, we study beliefs about gender-
speci�c distributions on two characteristics that are popular in the gender di�erences lit-
erature: scores on a timed math task (Niederle & Vesterlund, 2007; Reuben et al., 2014)
and choices in an abstract bargaining task (Eckel & Grossman, 2001; Solnick, 2001). Our
results show that both men and women in our experiment believe men have higher scores
than women on the math task. The measurement of second-order beliefs reveals that par-
ticipants believe that men's beliefs favor men more than they actually do in our experiment.
In contrast, participants believe that women's beliefs favor men less than they actually do.
In the bargaining task, both men and women believe that men choose a higher minimum
acceptable o�er (MAO) in the Ultimatum game; however, participants believe that men's
beliefs favor men less than they actually do and women's beliefs favor men more than they
actually do in our experiment.

The belief elicitation procedure is simple to implement and requires a relatively short
amount of time. Participants do not need to understand probabilities beyond preferring a
higher probability to a lower one and the procedure is transparently incentive-compatible.
In addition to introducing this methodology, we provide the �rst direct measurement of
second-order beliefs about the di�erences between two populations.

Eliciting beliefs about gender-speci�c distributions is a natural application of this
methodology. While second-order beliefs about gender-speci�c distributions have not been
directly studied, we can �nd many examples of mechanisms in the gender di�erences lit-
erature that likely operate on second-order beliefs. One obvious example is the theory of
statistical discrimination (Arrow, 1973; Phelps, 1972). In statistical discrimination models,
employers believe that a subset of workers is less productive than the rest due to di�erential
investment in human capital. Workers in that subset respond to these beliefs strategically
by choosing to invest less. The mechanism at work here are the workers' second-order be-
liefs about employers' beliefs, which cause them to under-invest and lead to a self-ful�lling
prophecy.

Beliefs in statistical discrimination models are common knowledge, so second-order
beliefs must be accurate. Consider instead if beliefs are distorted or if beliefs are sticky and
respond slowly to changes in �rst-order beliefs. Then, second-order beliefs may perpetuate
the di�erences in gender outcomes even if �rst-order beliefs are gender-neutral. Alston
(2019) shows that participants in a lab experiment anticipate discrimination against women
on a sports trivia task, but she �nds little evidence that this discrimination actually occurs.
Anticipation of discrimination is another example of a mechanism likely driven by second-
order beliefs.

Second-order beliefs could also drive di�erential outcomes through more subtle means.
For example, Bordalo et al. (2019) and Co�man (2014) measure con�dence in one's own
ability across di�erent trivia categories that vary in their gender associations (e.g. art
versus sports) to assess the degree of "self-stereotyping." Both studies �nd that women

2



underestimate their own ability more in categories with traditionally male connotations
or, in other words, self-stereotype. In this case, women could be internalizing their second-
order beliefs about what other people believe are the relative abilities of men and women
in each trivia category, leading them to underestimate their abilities in stereotypical male
tasks.

The remainder of this paper is organized as follows. Section 2 describes the belief
elicitation method in detail. We discuss the BSR in its general form, the statistic we
choose to elicit, and the beliefs of interest. Section 3 details the experiment design and
implementation, with consideration given to how the experiment can be adapted to address
other research questions. We present the results of our lab experiment on gender-speci�c
distributions in Section 4. Section 5 concludes with a discussion of our lab results and
prospects for future research.

2 Belief Elicitation

To elicit �rst- and second-order beliefs in this experiment, we use the Binarized Scoring
Rule (BSR) to determine the incentive structure for participants. The BSR works by taking
any proper scoring rule (i.e. a payment rule that reaches its maximum expected value
under truthfulness) and binarizing it, so that participants are maximizing the probability
of winning the "large" payo� rather than maximizing the payo� itself. Smith (1961) and
Roth & Malouf (1979) �rst suggested using "probability currency" to induce risk-neutral
behavior in belief elicitation. Other works such as Karni (2009) and Qu (2012) have
recognized the risk-neutralizing e�ect of probabilistic incentive structures as well. Schlag
& van der Weele (2009) propose an incentive structure for eliciting probabilities, means,
and variances that is essentially the same as the BSR (Hossain and Okui, 2013).

The probabilistic structure of the BSR outperforms other payment rules such as the
popular Quadratic Scoring Rule (QSR) introduced by Brier (1950) (Hossain & Okui, 2013).
The QSR incentivizes participants by paying them based on their prediction error. The
closer a participant's predicted value is to the random realization, the more money they
earn. This rule works for risk-neutral participants, but risk-averse participants would
be incentivized to "hedge" their guess. Hossain & Okui show that participants in a lab
experiment report more accurate beliefs under the BSR compared to the QSR when re-
porting probabilities, but the rules perform equally well in eliciting means. Incentivized
belief elicitation in general outperforms non-incentivized elicitation (Trautmann & van de
Kuilen, 2014), particularly when there is a social cost to revealing beliefs as is the case
with gendered beliefs (Babin, 2019).

The BSR proceeds as follows. Participants in the experiment win either prize A or prize
B with the value of A exceeding the value of B: U(A) > U(B). We are interested in the
random variable X. Participants report θ ∈ Θ where θ is the participant's predicted value
of some statistic of X. A loss function l(x, θ) returns the prediction error from a random
realization of X and the participant's guess θ. The experimenter compares the prediction
error to a random draw K from a uniform distribution U(0,K). If the prediction error
is less than K, the participant wins prize A. Otherwise, the participant earns the lesser
prize B. The form of the loss function determines which statistic of X participants report.
For example, the BSR would elicit the mean by binarizing the QSR loss function (x− θ)2.
Other payment rules may elicit the mode or quantiles.

In summary, the belief elicitation procedure proceeds as follows.

1. Participant reports predicted value θ ∈ Θ.

2. x is randomly drawn from X.
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3. K is randomly drawn from U(0,K).

4. Participant receives the large prize A if l(x, θ) < K, and receives prize B otherwise.

For the purposes of this experiment, this procedure can be reduced to calculating the
probability of winning the large prize A.

P (A) = 1− l(x, θ)

K

In the rest of this section, we discuss how to adapt this rule to elicit �rst- and second-order
beliefs about the di�erences between two populations on some characteristic.

2.1 Eliciting First-Order Beliefs

The research question we aim to answer when eliciting �rst-order beliefs is "who do partic-
ipants believe scores higher- a randomly selected person from population one (p1 ∈ P1) or
a randomly selected person from population two (p2 ∈ P2)?" One way to ask participants
to reveal this belief would be to ask them whether (1) p1 scores higher than p2, (2) p2
scores higher than p1, or (3) p1 and p2 score equally. Then, we could pay participants
the large prize A if they choose correctly. In other words, the incentive structure would
pay the large prize with 100% probability if the random draw from P1 and the random
draw from P2 yield the outcome the participant predicts, and pay the large prize with 0%
probability otherwise. This elicitation procedure would be proper for eliciting the mode
over the trinary outcome. Though this incentive structure would theoretically elicit true
beliefs, there are several potential concerns with implementing it in the lab.

The �rst issue with asking participants to report their beliefs over the trinary outcome
of interest is that the probability that p1 performs exactly the same as p2 is lower than
either of the probabilities that there is a di�erence when the number of points in the
support is larger than three and the participant has a �at prior). Suppose, for example,
that a participant believes that two populations yield the scores in Table 1.

Table 1: Example 1 Belief Distributions

Score

P1 1 2 3 4
P2 1 2 3 4

Even though the participant believes P1 yields the exact same score distribution as P2,
the payment structure would yield a higher expected payo� if the participant instead
randomly chose between reporting (1) p1 scores higher than p2 or (2) p2 socres higher than
p1.

1 This procedure would bias the results away from expressing neutrality between the
two populations. We can avoid this issue when the support is relatively large by eliciting
beliefs cardinally.

The second issue with eliciting beliefs over the trinary outcome is relevant only to
beliefs that may incur a social cost if revealed. In this experiment, we study beliefs about
the di�erences between men and women, which some participants may be reluctant to
reveal. While payment for correct beliefs and the assurance of privacy increase the incentive
to reveal true beliefs, we can also reduce the social cost of revealing beliefs by allowing
participants to reveal cardinal beliefs. A person whose beliefs marginally favor men may be

1Note that a random draw from P1 and a random draw from P2 yield 16 possible outcomes, and in only

four of which p1 = p2.
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unwilling to reveal this belief if they cannot distinguish themselves from those with more
extreme beliefs. In other words, the social cost of revealing the belief that a randomly
selected man answers one more math summation correctly than a randomly selected woman
may be lower than the social cost of just revealing the belief that men score higher than
women. Since we cannot elicit the trinary outcome of interest without possible biases,
we turn instead to eliciting participants' cardinal beliefs. In addition to asking "who do
participants believe scores higher- p1 or p2", we ask "and by how much?"

We choose to elicit the median in this experiment for two reasons. First, the median
may be a more intuitive statistic for participants to measure the central tendency of their
belief distribution compared to the mean because it is not a�ected by extreme values.
Second, the median has a clear interpretation when discussing second-order beliefs. For
example, a participant who reports that a randomly selected person from population one
would choose p1 > p2 believes that the majority of people in population one believe that
a random draw from P1 scores higher than a random draw from P2 most of the time.

There are two ways to elicit �rst-order beliefs about the median. One, we could ask
about the median of P1, then the median of P2. Two, we could ask for the median di�erence

between P1 and P2. We return to the research question of interest to choose the relevant
measure� "who do participants believe scores higher- p1 or p2?" Now consider a participant
who believes that two populations yield distributions like the ones in Table 2.

Table 2: Example 2 Belief Distributions

Score

P1 8 9 10 19 20
P2 1 2 10 11 12

If we use method one to elicit the median of each population separately, the partic-
ipant would appear neutral between the two populations. The belief about the median
di�erence� that P1 scores seven higher than P2� is a more relevant statistic for our re-
search question. There are also practical bene�ts to eliciting the median di�erence. First, it
allows us to ask participants to make one fewer decision. Reducing the number of decisions
both increases the value of each choice and reduces decision fatigue. Moreover, emphasiz-
ing that we are asking about the di�erences between two populations ensures transparency
in the experiment. This transparency is particularly important in the �rst-order beliefs
since eliciting the beliefs of primary interest� second-order beliefs� relies on participants
believing that other participants clearly understood what they were reporting.

We choose to elicit the median di�erence between two populations in this experiment.
Using the loss function for the median |x− θ|, we implement the payment rule below that
calculates the probability the participant wins the large prize A. In this case, x is de�ned
as the di�erence between the random draw from P1 and the random draw from P2. Recall
that θ is the participant's predicted value of x and K is the maximum of the uniform
distribution.

P (A) = 1− |x− θ|
K

(1)

Participants who prefer the large prize A to prize B want to maximize this probability,

max
θ

{
P (A) = 1− |x− θ|

K

}
(2)

5



which is solved by setting θ equal to the median di�erence between P1 and P2. Note that
this result does not rely on the functional form of utility, since the participant is simply
increasing the probability of winning the large prize.

2.2 Eliciting Second-Order Beliefs

The research question we aim to answer when eliciting second-order beliefs is "what do
participants believe a randomly selected person from population one p01 ∈ P1 believes
about the relative scores of p1 and p2?" and "what do participants believe a randomly
selected person from population two p02 ∈ P2 believes?" We use p01 and p02 to distinguish
the draws from the populations' �rst-order belief distributions and the draws from the
score distributions p1 and p2. For the same reasons detailed in the last subsection, we
choose to elicit the median second-order belief.

Unlike in the last subsection, we elicit beliefs about the two populations separately.
Note that when we elicit �rst-order beliefs the question is about the relative scores of two
populations. For the second-order belief elicitation, we are interested in the absolute level
of �rst-order beliefs, not the di�erence. Therefore, we elicit participants' second-order
beliefs about the �rst-order beliefs of the median person from P1 and the �rst-order beliefs
of the median person from P2.

We again use the loss function for the median and implement the payment rule that
calculates the probability the participant wins the large prize A from equation (1). In
this case, however, x is a random draw from the �rst-order beliefs distribution of P1/P2.
Participants again maximize the probability of winning the large prize A, as in equation
(2), by setting θ equal to the median.

The two populations of interest in this experiment are men and women. We report
our lab results in the next section. Even though we elicit participants' cardinal beliefs,
the results we report in the next section focus primarily on the original trinary outcome
of interest. While eliciting cardinal beliefs are necessary to measure the beliefs of interest,
the cardinal results confound two factors: the magnitude of participants' beliefs about
population di�erences and participants' beliefs about absolute performance in the task
(as opposed to relative performance). To illustrate this point, consider a participant who
reports that a randomly selected man answers two more summations correctly than a
randomly selected woman. The interpretation of those "two more summations" di�ers
based on whether the participant believes people answer �ve summations total on average
or twenty summations. Moreover, it is unclear how quantitative results regarding the
relative performance of men and women on a simple math or bargaining task would be
more informative than qualitative results regarding the empirical facts of interest� gender
gaps in outcomes. Knowing that people believe that men believe men outperform women
on a simple math task may inform our understanding of the employment gap in STEM
�elds, for example, but knowing speci�cally how many more math summations would not.
We do, however, use the cardinal results to estimate the distortion in second-order beliefs,
which we discuss in the Results section.

2.3 Potential Confounders

The BSR is incentive-compatible for all expected-utility maximizers and some non-expected
utility maximizers, but not all (Hossain & Okui, 2013). The necessary assumption on the
utility function is monotonicity with respect to stochastic dominance. In other words, par-
ticipants must prefer higher probabilities of winning the large prize A to lower probabilities.
While there may be participants with utility functions that violate this assumption, they
are rare enough to not be a serious confounder.
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The other potential confounder for the BSR is probability weighting. Kahneman &
Tversky (1979, 1983) show that people may overweight or underweight probabilities. The
primary concern for identi�cation is whether men and women weight probabilities dif-
ferently. Fehr-Duda, Gennaro, & Schubert (2006) test whether men and women weight
probabilities di�erently in three contexts: �nancial framing, insurance framing, and ab-
stract loss. Reassuringly for our experiment, Fehr-Duda et al. �nd a statistical di�er-
ence between men's and women's probability weighting curve only in the �nance domain.
Moreover, probability weighting does not a�ect the monotonicity with respect to stochas-
tic dominance, so participants still prefer a higher probability to a lower one. At worst,
probability weighting would threaten our precise identi�cation of the median. Since our
analysis focuses on the trinary outcomes rather than cardinal results, the main conclusions
of this paper would not change.

3 Experiment Design

We design a three-stage experiment to elicit participants' �rst- and second-order beliefs
about gender-speci�c distributions. Each stage is conducted in separate sessions, with
only the last stage collecting data for analysis. The �rst two stages generate the samples
from which random draws are made to pay participants in the third stage. In the �rst
stage, participants complete the primary tasks that the characteristic of interest. In the
second stage, we ask participants to reveal their �rst-order beliefs. The third stage is the
data collection stage, in which we ask participants about both their �rst- and second-order
beliefs.

3.1 First Stage: Primary Tasks

The �rst stage, in which participants complete the primary tasks, determines the charac-
teristic about which we elicit beliefs. The purpose of this stage is to generate a sample from
which a random person of the population of interest can be drawn, so we conduct only
one session of this stage. We actually only need a sample of two participants from each
population to pay participants in later stages, though we collect a slightly larger sample.

The personal characteristics of interest in this experiment are scores on a timed math
task and choices in an abstract bargaining task. We use the Ultimatum game as the
bargaining task, in line with the literature (see Eckel, Oliveira, & Grossman, 2008). The
Ultimatum game, called Task 1 in the experiment, is a two-player game in which Player 1
is endowed with some money ($10 in this experiment) and must decide how much to o�er
Player 2. Player 2 decides whether to accept or reject Player 1's o�er. If Player 2 accepts,
the players receive the agreed upon split. If Player 2 rejects, both players receive nothing.
Participants in our experiment play the Ultimatum game strategy style, which means they
must make their decisions without knowing whether they are Player 1 or Player 2. Player
2's decision is called the minimum acceptable o�er (MAO) and is the metric we use to
measure performance in this tax. Appendix A shows the instructions for the strategy-style
Ultimatum game given to participants.

The MAO in the Ultimatum game is the participant's response to the question "what
is the smallest amount Player 1 could propose to give you that you would accept?" This
measures the participant's willingness to accept. The di�erences between men and women's
willingness to accept can be interpreted in multiple ways. First, since any amount above
$0 generates a higher payo� than rejecting, a perfectly rational person accepts any o�er
and is indi�erent between accepting and rejecting when the o�er is $0. A higher MAO, or
lower willingness to accept, would then suggest a less rational person. The MAO strategy
decision could also be interpreted as the �nal stage in a negotiation- a take it or leave
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it deal. Then, a lower willingness to accept could be interpreted as inequality aversion,
competitiveness, or other types of preferences. On the other hand, women's lower average
MAO in Eckel and Grossman (2001) could also be due to social norms dictating that
women should be more cooperative or less demanding.

In Task 2, the math task, participants sum sets of �ve 2-digit numbers for �ve minutes.
Participants are paid $0.50 for each set of numbers they sum correctly in our experiment.
Appendix B shows the instructions for the math task given to participants. Previous
work (Niederle and Vesterlund, 2007; Reuben, Sapienza, and Zingales, 2014) uses this
type of timed arithmetic task because women and men perform equally well on them.
While research shows that men and women score comparably on tests of arithmetic (Hyde,
Fennema, and Lamon, 1990), people may believe that men score higher than women in
math tasks as in Reuben, Sapienza, and Zingales (2014).

We use a task in the lab to measure the personal characteristic of interest, but this
stage can be replaced by observational data. It is only necessary that the experimenter be
able to make random draws from the sample for the �rst-order belief elicitation, detailed
next.

3.2 Second Stage: First-Order Beliefs

The second stage of this experiment elicits participants' �rst-order beliefs. Again, the
purpose of this stage is to generate a sample, so we conduct only one session of this
stage. We ask participants two questions, one for each characteristic of interest. First,
"who do you believe answered more math summations correctly, a randomly drawn man
or a randomly drawn woman, and by how many?" Second, "who do you believe had a
higher MAO, a randomly drawn man or a randomly drawn woman, and by how much?"
As described in the Beliefs Elicitation section, the closer the participant's belief is to the
true realization of a random draw from the �rst stage, the higher the probability that
the participant wins the large prize. In this experiment, the large prize is $15. If the
participant does not win the large prize, they earn $0 from the experiment beyond their
participation fee.

To implement the incentive structure using equation (1) from the Beliefs Elicitation
section, we must �rst choose K. Recall that K is the maximum on the uniform distribution
from which we take a draw to compare to the outcome of the loss function. In e�ect,
K determines the size of the support over which participants can express their beliefs.
Determining the best K for the experiment is a non-trivial task. It requires balancing how
�nely participants can express their beliefs with the incentives for revealing precise beliefs.
The larger the support, the �atter the slope on the incentive structure, weakening the
incentive to be precise. We choose to elicit beliefs over a 21 point support: gender neutrality
at zero, with ten points to either side. This support matches the natural maximum of the
Ultimatum game, in which the largest di�erence is between a MAO of $10 and $0. To not
unnaturally limit the support in the elicitation of beliefs about the math task (there is no
natural maximum), we set the end points to be 10+.

Participants report their beliefs by moving a slider like the one presented in Figure
1. The slider's starting position is always the center, where the man and woman scored
equally in the primary task. Participants move the slider to the right if they believe the
randomly selected man scored higher on the math task (chose a higher MAO) and move
the slider to the left if they believe the randomly selected woman scored higher on the
math task (chose a higher MAO). As the participant moves the slider, a table updates to
show the probability the participant wins the large prize based on the realization of the
random draw. If the participant is correct in their belief, they win the large prize with
100% probability. If the participant is one o� in either direction, interpreted as one math
summation or one dollar in our experiment, equation (1) determines that the probability
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decreases to 95%. The loss function generates a linear decline on either side of the true
realization.

Figure 1: Slider Example

3.3 Third Stage: First- and Second-Order Beliefs

The third stage measuring both participants' �rst- and second-order beliefs generates the
data for analysis. The �rst part of the third stage of the experiment proceeds exactly as
in the second stage. Players report their �rst-order beliefs about the relative performance
of men and women on the math task and the bargaining task in our experiment. Then,
participants complete the experiment by reporting their second-order beliefs. For each
characteristic of interest, we ask two questions: "a randomly chosen man answered the
same questions you just did- how did he respond?" And "...how did a randomly chosen
woman respond?" The two questions to elicit �rst-order beliefs and the four questions to
elicit second-order beliefs comprise the entire experiment. Table 3 reviews the questions.
Questions 1a and 1b are asked �rst, in random order. Then, Questions 2a to 2d are asked,
in random order.

Table 3: Experiment Questions

First-Order Second-Order (M) Second-Order (F)

Math Task 1a 2a 2b
Bargaining Task 1b 2c 2d

Participants are incentivized to reveal their second-order beliefs in the same way as the
�rst-order beliefs. Since we are essentially asking participants to make the same decision,
but as a random man or woman, all aspects of the slider remain the same (including the
support). The closer their belief is to the realization of the random draw, the higher the
probability that the participant wins the large prize of $15 in this experiment.

There are many ways to elicit beliefs, even when using the same payment rule, so we
draw your attention to some particular choices critical to the experimental design. First,
participants are always asked to express their beliefs about people not in the room. In
this way, we ensure we are eliciting participants' beliefs about the population distribution
(where the population is Vanderbilt University students who would participate in an eco-
nomics experiment). Asking about a randomly chosen person in the room would elicit only
the participant's beliefs about that particular subpopulation.

Moreover, asking participants their beliefs about people not in the room ensures that
participants receive no information about the person beyond what we provide. Age, race,
clothing choice, and demeanor may all inform a participant about that person's beliefs.
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The only information we provide is that the person is a man or a woman and that they
participated in an experiment at Vanderbilt University.

Alternative methods to telling the participant that the randomly chosen person is a man
or a woman include revealing the person's (possibly fake) name or including a pro�le of the
person to dilute the relevance of gender. The �rst method generally involves participants
choosing from a list of names. Participants choose a name to ensure anonymity. The
list allows the experimenter to exert some control over the variance in the possible name
choices. The second method includes gender among a list of other characteristics like major
and age. Regression analysis, or similar methods, allow the experimenter to isolate the
role of gender under a set of identifying assumptions (e.g. additive separability).

We elect to make gender more salient, rather than try to disguise our intentions, for two
reasons. Most importantly, in our experiment, it is vital that participants clearly under-
stand that they are revealing their beliefs about men and women. There is no attempt to
obfuscate, which participants could misinterpret as a signal to strategize. The simplicity of
our experiment makes it unlikely that attempts at obfuscation would have been successful;
therefore, we would be incurring the cost without the bene�t.

The second reason we choose to make gender as salient as possible were our ex-ante
expectations that revealing beliefs that favor one gender over another could impose some
social cost to participants. This type of cost would bias our results towards zero. We
address concerns about a demand e�ect in the Results section.

3.4 Implementation

We implemented this experiment at the Vanderbilt University Experimental Economics
Lab (VUEEL) from November 2017 to January 2018. In the third stage of the experiment
that generates the data for this paper, we had 157 participants, about half of which are
male. The sample is comprised almost exclusively of Vanderbilt undergraduate students.
Table 4 lists the sample sizes for each stage by gender.

Table 4: Sample Sizes

1st Stage 2nd Stage 3rd Stage

Female 12 4 77
Male 10 4 80

Participants received paper copies of the primary tasks that were read out loud by
the experimenter as part of the instructions. Then, participants completed the Otree
experiment on laptops, concluding with a demographic survey. The experiment lasted
approximately 30 minutes. One decision out of the six made was chosen at random at the
end of the experiment to determine payment and participants earned $18.09 on average,
including a $5 participation fee. Screenshots of the experiment are available in Appendix
C and the demographic survey is included in Appendix D.

4 Results

Our primary experimental results are summarized by Figures 2 to 7. In the rest of this
section, we �rst discuss the �rst-order, then second-order beliefs. We next look at intra-
subject correlations between beliefs. Lastly, we describe how we calculate the distortion in
second-order beliefs and present those results.
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Figure 2: First-Order Beliefs about Relative Math Per-
formance

Figure 3: Second-Order Beliefs about Men's First-Order
Beliefs about Math Performance

Figure 4: Second-Order Beliefs about Women's First-
Order Beliefs about Math Ability

Figure 5: First-Order Beliefs about Relative Bargaining
Performance

Figure 6: Second-Order Beliefs about Men's First-Order
Beliefs about Bargaining Performance

Figure 7: Second-Order Beliefs about Women's First-
Order Beliefs about Bargaining Performance
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4.1 First-Order Beliefs

The hypotheses we test in this section are derived from the discussion of �rst-order beliefs
about gender-speci�c distributions in the popular media and in academia. The current
social paradigm is that men score higher than women in both math and bargaining tasks.
Reuben, Sapienza, and Zingales (2014) �nd that participants in their experiment conform
to that paradigm about math ability when they ask people to choose between a man and
a woman to perform a math task in the lab. We expect to �nd the same in this experiment.

HYPOTHESIS 1: The majority of participants believe that, in the majority of random

draws of a man and a woman, the man correctly answers more math summations than the

woman.

Eckel and Grossman (2001) and Solnick (2001) �nd similar evidence about bargaining
in their experiments on the Ultimatum game in which participants (both men and women)
consistently o�er women less. This result, along with the popular belief that men are
tougher negotiators, suggests that people believe women choose lower minimum accept-
able o�ers.

HYPOTHESIS 2: The majority of participants believe that, in the majority of random

draws of a man and a woman, the man chooses a higher minimum acceptable o�er than

the woman.

We �nd positive evidence for both of these hypotheses. Figure 2 shows that the ma-
jority of participants in our experiment believe that there is some di�erence in men's and
women's performance on the math task (86%, p=0.000). More participants believe that
men score higher than believe that women score higher (p=0.0007); however, we do not
observe that a statistically signi�cant majority of participants believe that, in the majority
of random draws, men score higher than women (55%, p=0.1156).2 By gender, we �nd
that the majority of men believe that, in the majority of random draws, the man scores
higher the woman (59%, p=0.0588). The proportion of women is not statistically signif-
icant di�erent from 50% (51%, p=0.4546), but we note that the proportions of men and
women are quite similar.

RESULT 1: The majority of participants believe that there is some di�erence between

men's and women's scores on the math task. A larger proportion of participants believe

that, in the majority of draws of a man and a woman, the man scores higher than believe

that the woman scores higher; however, it is not a statistically signi�cant majority of par-

ticipants.

Figure 5 shows that a clear majority of participants believe that men choose a higher
minimum acceptable o�er (71%, p=0.0000). By gender, both a statistically signi�cant ma-
jority of men (75%, p=0.0000) and of women (66%, p-0.0018) believe that, in the majority
of random draws, the man chooses a higher MAO than the woman.

RESULT 2: The majority of participants believe that, in the majority of random draws

of a man and a woman, the man chooses a higher minimum acceptable o�er than the

woman.

When we compare the �rst-order beliefs of men and women, there is no statistically signif-

2Note that asking if the majority believe that men score higher on the math task is implicitly comparing

the far right columns in Figure 2 to the sum of the two other sets of columns.
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icant di�erence between men's and women's beliefs in either the math or bargaining task.
Though this is, in part, a power issue, our results suggest that the di�erence is small in
magnitude. We next turn to second-order beliefs.

4.2 Second-Order Beliefs

Since we are the �rst (to our knowledge) to explicitly measure second-order beliefs about
gender-speci�c distributions, we cannot base our hypotheses on previous research. Instead,
we suppose that people's second-order beliefs are correctly aligned to our hypothesized �rst-
order beliefs. In other words, we hypothesize that people believe both men and women
believe that men score higher than women.

HYPOTHESIS 3: The majority of participants believe that both (1) a randomly selected

man and (2) a randomly selected woman believe that, in the majority of random draws of

a man and a woman, the man correctly answers more math summations correctly than the

woman.

HYPOTHESIS 4: The majority of participants believe that both (1) a randomly selected

man and (2) a randomly selected woman believe that, in the majority of random draws of

a man and a woman, the man chooses a higher MAO than the woman.

We �nd evidence supporting our hypotheses regarding second-order beliefs, with the ex-
ception of participants' second-order beliefs about women's �rst-order beliefs in the math
task. Figure 3 shows that the majority of participants in our experiment believe that a
randomly selected man believes that, in the majority of random draws, a man correctly an-
swers more math summations than a woman (78%, p=0.0000). In contrast, Figure 4 shows
that participants are about equally split on women's �rst-order beliefs between the three
possible outcomes. Approximately 38% believe women believe women score higher than
men on the math task, 29% believe women are gender-neutral, and 34% believe women be-
lieve men score higher than women. These di�erences in participant's beliefs about men's
and women's �rst-order beliefs stand in contrast to the statistically insigni�cant (and pro-
portionally small) di�erence between men's and women's �rst-order beliefs that we observe.

RESULT 3a: The majority of participants believe that a randomly selected man believes

that, in the majority of random draws of a man and a woman, the man correctly answers

more math summations than the woman.

RESULT 3b: Participants report heterogenous beliefs about a randomly selected woman's

beliefs about the relative performance of men and women on the math task.

In our experiment, there are no statistically signi�cant di�erences between men's and
women's beliefs about men's �rst-order beliefs. We do, however, observe that women are
more likely than men to believe that a randomly selected woman believes that men score
higher on the math task (p=0.0455).

In the bargaining task, Figures 6 and 7 show that the majority of participants in our
experiment believe that both a randomly selected man (58%, p=0.023) and a randomly
selected woman (68%, p=0.0000) believe that, in the majority of random draws, a man
chooses a higher MAO than a woman. When we separate the genders, a statistically
signi�cant majority of men believe that a randomly selected man believes men choose a
higher MAO (63%, p=0.0127), but not a statistically signi�cant majority of women (53%,
p=0.2844).
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RESULT 4: The majority of participants believe that (1) a randomly selected man and

(2) a randomly selected woman believe that, in the majority of random draws of a man and

a woman, the man chooses a higher MAO than the woman.

As in most of the other beliefs we observe in this experiment, there is no statistically
signi�cant di�erence between men's and women's second-order beliefs about the bargain-
ing task. Next, we look at the correlations between participants' beliefs.

4.3 Correlated Beliefs

We consider two types of correlated beliefs. First, the correlation between a participant's
second-order belief about men and second-order belief about women tells us whether they
believe men and women share �rst-order beliefs. Note that we continue to use the trinary
outcome, so a participant who believes that both men and women believe men score higher
on the math task, but to di�ering degrees, would still report believing men and women
have the same �rst-order belief. We observe in our data that men and women do share �rst-
order beliefs, but Table 5 shows that participants do not believe that to be true regarding
the math task. In contrast, the majority of people do believe that men and women share
beliefs about the bargaining task.

Table 5: Correlation between Second-Order Beliefs about Men and about Women

All Men Women

Math 0.389∗∗∗ 0.400∗ 0.377∗∗

Bargaining 0.586∗∗ 0.600∗ 0.571

Observations 157 80 77
Proportion of participants who believe that men and women have

the same �rst-order beliefs.
*** Signi�cant at the 1 percent level.
** Signi�cant at the 5 percent level.
* Signi�cant at the 10 percent level.

RESULT 5: The majority of participants believe that a randomly selected man and a ran-

domly selected woman share �rst-order beliefs on the bargaining task. In contrast, the

majority of participants do not believe that a randomly selected man and a randomly se-

lected woman share �rst-order beliefs on the math task.

Next, a participant's �rst- and second-order beliefs may be correlated, indicating whether
they believe that other people have the same beliefs as themselves. We compare a par-
ticipant's �rst-order belief to their second-order belief about a person of the same gender.
Table 6 shows that the majority of participants believe that other participants of their
same gender believe the same as themselves.

Table 6: Correlation between First- and Second-Order Beliefs

All Men Women

Math 0.567∗ 0.613∗∗ 0.519
Bargaining 0.682∗∗∗ 0.675∗∗∗ 0.688∗∗∗

Observations 157 80 77
Proportion of participants who believe that others of their same gender

share their �rst-order beliefs.
*** Signi�cant at the 1 percent level.
** Signi�cant at the 5 percent level.
* Signi�cant at the 10 percent level.

RESULT 6: The majority of participants believe that the majority of other participants of

their same gender share their �rst-order beliefs.
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We lastly look at the correlation between �rst- and second-order beliefs heterogenously
by the participant's �rst-order beliefs. Table 7 shows that Result 6 is driven mostly by the
participants who believe that, in the majority of draws, a randomly selected man scores
higher than a randomly selected woman. In fact, we observe that the majority of partic-
ipants who believe women score higher than men believe that other participants do not

share their �rst-order beliefs, though this is not statistically signi�cant at traditional levels
in the bargaining task.

Table 7: Correlation between First- and Second-Order Beliefs, by First-Order Belief

W>M W=M W<M

Math 0.410∗ 0.410 0.700∗∗∗

Observations 49 22 86

Bargaining 0.357 0.500 0.775∗∗∗

Observations 14 32 111
Proportion of participants who believe that others of their same gender
share their �rst-order beliefs, by their �rst-order beliefs. The columns

are, from left to right, woman higher than man, gender-neutral, and man
higher than woman.

*** Signi�cant at the 1 percent level.
** Signi�cant at the 5 percent level.
* Signi�cant at the 10 percent level.

RESULT 7: The majority of participants who believe men correctly answer more math

summations correctly (choose a higher minimum acceptable o�er) than women, also believe

that other participants of their same gender share their �rst-order beliefs. The opposite

is true for participants who believe that women correctly answer more math summations

(choose a higher minimum acceptable o�er) than men.

4.4 Distorted Beliefs

We now turn to estimating the distortion in beliefs to understand how accurate, or well-
calibrated, participants' second-order beliefs are in our experiment. Ideally, since the
proper scoring rule we use elicits the median, we would compare each participant's second-
order belief about men's (women's) �rst-order beliefs to the actual �rst-order belief of the
median man (woman). This process is complicated by the fact that we do not observe
the population distribution. Rather, we observe a sample distribution drawn from the
population of Vanderbilt students who would participate in a VUEEL experiment. To
address this issue, we bootstrap the �rst-order median belief to estimate the population
median belief.

The bootstrapping process is as follows:

• Treat the sample of men's (women's) �rst-order beliefs as the population.

• Draw a sample of 80 (77)3 from the population, with replacement.

• Calculate the median.

• Repeat for 10,000 replications.

Bar graphs showing the density of bootstrapped medians for each �rst-order belief are
reported in Appendix E.

Each participant's distortion is the weighted average di�erence between their second-
order belief by gender and the computed medians. In other words, we generate 10,000

3These are the actual sizes of the men's and women's sample.
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median �rst-order beliefs for the male population and 10,000 medians for the female pop-
ulation through the bootstrapping process. Then, we take the absolute value of the dif-
ference between each of the 10,000 medians by gender and calculate the average of those
di�erences.

Table ?? shows that the second-order beliefs of participants in our experiment are dis-
torted. First, note that the "Average 2nd-Order Belief" row reports the average of the
cardinal results. So, for example, participants' reported beliefs about men's �rst-order
beliefs on the math task show that participants believe that a randomly selected man
believes that, on average, a man answers 1.96 more math summations correctly than a
woman. The modal median is the most frequently observed median in the 20,000 replica-
tions of the bootstrapping process. It happens that the modal median for each �rst-order
beliefs is 1, which translates to, in the majority of random draws of a man and a woman,
the man correctly answers 1 more summation correctly (chooses a minimum acceptable
o�er $1 higher) than the woman.

Table 8: Distortion in Second-Order Beliefs

Math Bargaining
Men Women Men Women

Average 2nd-Order Belief 1.96 -0.10 0.67 1.18
Modal Median 1 1 1 1
Calculated Distortion 1.66 1.60 1.11 1.15
Baseline Distortion 0.47 0.50 0.00 0.37

Net Distortion 1.19 1.10 1.11 0.78

The "Calculated Distortion" row shows the results from taking the weighted average
di�erence between participants' second-order beliefs and the bootstrapped medians, as
described above. This measurement of distortion, however, confounds the distortion in
participants' beliefs with the error from estimating the population median. Essentially,
we do not know what the true population median is, so we estimate it. To address this
issue, we calculate a baseline level of distortion. This "Baseline Distortion" is calculated
by supposing a hypothetical participant chooses the modal median, our closest approxima-
tion of the population median. Then, we calculate the weighted average of the di�erence
between this "best guess" second-order belief and the bootstrapped medians to determine
the amount of distortion due to the error in our estimation of the �rst-order median belief.
After netting out the baseline distortion, we still observe that participant's second-order
beliefs are distorted.

The magnitude of the net distortion is close to one across all �rst-order beliefs, but that
statistic disguises the more interesting pattern. The magnitudes of the distortion may be
similar, but the distortion is in opposite directions for men and women. In the math task,
participants believe that a randomly selected man believes men answer about two more
math problems correctly than women, but they believe that a randomly selected woman is
approximately gender-neutral.4 Comparing the average second-order beliefs to the modal
medians, we observe that participants believe that men's beliefs favor men more than they
actually do and believe that women's belief favor men less than they do in our experiment
in the math task. The opposite is true in the bargaining task. Participants believe that
women's beliefs favor men more than they actually do and that men's beliefs favor men
less than they do in our experiment.

4Recall that second-order beliefs about women's �rst-order beliefs are heterogenous, but the distortion

is generally in the direction of favoring women or gender-neutrality.
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5 Discussion

To summarize our laboratory results, we observe that men and women generally believe
that men score higher than women on the math task and choose a higher MAO in the
bargaining task. Notably, however, the proportion of participants who favor men is higher
in the bargaining task than in the math task. We also �nd that men's and women's second-
order beliefs are distorted for both tasks, but in opposite directions for each gender. These
di�erences highlight the nuance in people's beliefs. Not everyone who favors men in the
bargaining task also favors men in the math task. With the methodology in this paper, we
can learn more about which characteristics people believe men and women di�er in most.
Future work showing that the majority of participants believe that women outperform a
man in some task or identifying a task in which the majority of participants are gender-
neutral would complement this work.

We �nd that second-order beliefs about men's �rst-order beliefs are generally correct,
as well as second-order beliefs about women's �rst-order beliefs about the bargaining task,
but the majority of participants do not correctly guess a randomly selected woman's �rst-
order belief about the math task. This result could be due to two potential causes. First,
participants may be unsure about women's �rst-order beliefs in this task and so choose
randomly. Alternatively, participants could have heterogeneous beliefs about women's
�rst-order beliefs. We cannot determine which is the case in this experiment, but future
work may consider disentangling heterogeneity in revealed beliefs.

One of the most interesting results is the heterogeneity of the correlation between �rst-
and second-order beliefs by �rst-order belief. People who believe that men score higher
than women generally believe that others agree with them. On the other hand, people who
believe that women score higher than men generally believe that others disagree with them.
These results suggest that there is a social narrative about these beliefs, so that people
who believe that women score higher than men also believe that they are non-conformers.

Lastly, we consider these results in light of the motivation for studying gender-speci�c
distributions� understanding the underlying behavioral mechanisms driving gender di�er-
ences in outcomes. Suppose that participants' beliefs about the math task in this experi-
ment corresponds to some measure of productivity in STEM �elds. Women who believe,
like our participants, that men believe men score higher in math tasks may be less willing
to join the male-dominated STEM �elds. We also observe some participants who believe
that both men and women favor men. Women with these beliefs may never join STEM
�elds, even if the management in that �eld reaches gender parity. Likewise, women who
believe, as the majority of our participants do, that men favor men in the bargaining
task may choose occupations in �elds that are not male-dominated. These lab results are
only suggestive, but future work can use this tool to measure the beliefs of people in �eld
experiments and link them to behavior in the real world.

We choose to elicit beliefs about gender-speci�c distributions, but beliefs about the
di�erences between any two populations can be measured using this methodology. We
hope that future works consider beliefs about race, ethnicity, religion, sexual orientation,
political leanings, and other divisions of the population. Measuring beliefs about beliefs
will help us better understand the mechanisms underlying behavior in a variety of markets.
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Appendix A

Participation ID ________ 
 

Task 1 

In this task, you will be paired with a random partner. Your earnings will depend on the choice 

you make and the choice your partner makes. One of you will be assigned to be “Person 1” and 

the other to be “Person 2”. The partner assigned to be Person 1 will propose how to split a total 

of $10 between the two partners.  In other words, Person 1 proposes how much of the $10 to 

give to Person 2 and how much to keep for him or herself.  

Person 2 then decides whether to accept or reject the split proposed by Person 1.  If Person 2 

accepts the proposal, the money is divided between Person 1 and Person 2 as proposed.  If 

Person 2 rejects the proposal, both partners earn $0. 

You must decide on the actions you will take in this game before knowing whether you will be 

Person 1 or Person 2. At the end of the experiment, we will pair you randomly with a partner 

and make choices on your behalf based on what you submit below. You will not know who your 

partner is and your partner will not know who you are. While your choices in this task will be 

used to determine your earnings, your choices will not be revealed during or after the 

experiment. 

 

______________________________________________________________________________ 

If you are Person 1, how much of the $10 would you like to propose to give to Person 2 (circle 

one)?   

I propose to give Person 2:        

$0       $1       $2       $3       $4       $5       $6       $7       $8       $9       $10 

 

______________________________________________________________________________ 

If you are Person 2, what is the smallest amount that Person 1 could propose to give you that 

you would accept (circle one)? If you are in the role of Person 2 and Person 1 offers you any 

amount equal to or larger than the number you circle below, you will automatically accept the 

split. If Person 1 offers you any amount less than the number you circle below, you will 

automatically reject the split and you will both earn $0.   

The smallest amount that I would accept from Person 1 is: 

$0       $1       $2       $3       $4       $5       $6       $7       $8       $9       $10 
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Appendix B

Participation ID ________ 
 

Task 2 
During this task you earn money by correctly summing 2-digit numbers. You will be shown 

several sets of five two-digit numbers. Each set will be arranged in a row. For example, you 

could see: 

 

60 71 41 75 81   

 

For each set, you will write your answer in the empty box on the right. In the above example, 

the correct answer is 60 + 71 + 41 + 75 + 81 = 328.  You would write 328 in the empty box. 

For each correct answer, you will earn $0.50.  You will not be penalized for incorrect answers.  

You have 5 minutes to solve as many of the summations as you can.  You will be told when time 

is up, but no time warnings will be issued. 

When the experimenter instructs you to do so, please turn to the next page and begin. 
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